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Abstract. High-resolution spatiotemporal forecasting of atmospheric pollutants
remains challenging because it requires long-horizon modeling over dense re-
mote-sensing grids while staying responsive to abrupt meteorological events. Ex-
isting convolutional and recurrent predictors preserve local patterns but struggle
with long-range dependencies, whereas attention-based models are accurate yet
expensive on large spatial fields. We propose DCS-Mamba, a decomposed con-
text-aware framework that combines trend-seasonal distribution alignment, se-
lective state-space scanning, and text-guided adaptive group normalization. The
model separates slowly varying background evolution from short- term residual
dynamics, scans pixel-wise temporal tokens with linear complexity, and injects
meteorological semantics into latent physical features. Experiments on 2020-
2024 real-world air-quality data and two additional geographical regimes show
that DCS-Mamba outperforms strong video-prediction, Transformer, and foun-
dation-model baselines. On the 2024 test set, it reduces Physical MSE by 9.3%
and Normalized MSE by 20.6% compared with SimVP, while maintaining
sharper spatial reconstructions.

Keywords: Remote Sensing - Spatiotemporal Prediction - Multimodal Learn-
ing - State Space Models

1 Introduction

Spatiotemporal forecasting of atmospheric pollutants, including PM,s, PMjo, SO,,
NO, CO, and Os, is important for public health, urban management, and environmental
policy. Unlike ordinary time-series prediction, pixel-level forecasting over high-
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resolution remote-sensing grids requires the model to capture complex atmospheric
transport, local emissions, seasonal changes, and terrain-dependent dispersion at the
same time [1, 2, 3]. Higher spatial precision improves the ability to identify local pol-
lution hotspots, but it also increases memory and computation costs for modern deep
models [4].

Existing approaches still face three limitations. First, CNN- and RNN-based video
prediction models, including ConvLSTM, SimVP, and MMVP, are effective in pre-
serving local structures but are fundamentally constrained by local receptive fields and
recurrent information bottlenecks over long horizons [5, 6, 7]. Second, spatiotemporal
Transformer models such as Earthformer and PredFormer improve global dependency
modeling, yet their attention operations are costly when the spatial field is dense and
the temporal horizon is long [8, 9, 10]. Third, recent foundation or time-series models
such as ClimaX, Time-LLM, and PatchTST have shown promise for environmental or
temporal prediction, but they mainly rely on numerical sequences and often underuse
semantic descriptions of meteorological events [11, 12, 13, 14]. Such linguistic infor-
mation can be crucial when sudden weather-driven shifts occur.

To address these limitations, we propose DCS-Mamba, a Decomposed Context-
aware Spatiotemporal Mamba framework for pixel-level earth observation. DCS-
Mamba uses selective state-space modeling to capture long-range temporal dependen-
cies efficiently [15]. It further integrates Reversible Instance Normalization and trend-
seasonal decomposition to stabilize non-stationary pollutant dynamics [17, 18]. To
bridge the semantic-physical gap, we introduce a Text-Guided Adaptive Group Nor-
malization module that converts meteorological prompts into modulation parameters
for latent physical features [19].

The main contributions are summarized as follows. First, we propose a Mamba-
based high-resolution pollutant forecasting framework that preserves long-range spati-
otemporal dependencies without constructing dense attention maps. Second, we design
a semantic modulation mechanism that injects meteorological context into physical fea-
ture transitions through adaptive normalization. Third, we combine RevIN with trend-
seasonal decomposition to explicitly handle severe distribution shifts in atmospheric
data. Fourth, experiments on the 2024 test set and two geographically distinct datasets
demonstrate that DCS-Mamba consistently improves physical and normalized metrics
while preserving fine-grained spatial structures.

2 Related Work

Spatiotemporal air quality forecasting has gradually shifted from traditional statistical
models to deep learning methods. Early studies commonly adopted CNN-LSTM hy-
brids [5] to jointly capture spatial features and temporal dynamics, but these models are
limited by local receptive fields and high computational costs over long forecasting
horizons. To enhance spatial modeling, recent methods have incorporated multisource
meteorological and satellite data through advanced convolutions and graph net-
works [4, 14]. However, they still struggle with non-stationary atmospheric variations.
U-Net [20] remains widely used for preserving multi-scale spatial resolution, yet its
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reliance on 3D convolutions or Transformer-based temporal modules often introduces
substantial overhead on high-resolution remote sensing grids.

State Space Models (SSMs) have recently attracted attention as efficient alternatives
to self-attention. Mamba [15] introduces a selective scan mechanism that supports long-
range sequence modeling with linear complexity and a global receptive field. Its suc-
cess has also been extended to visual modeling [16], showing promise for remote sens-
ing applications [16]. Nevertheless, standard SSM-based methods mainly operate on
numerical features and lack explicit semantic modulation for sudden environmental
changes caused by external meteorological events.

Non-stationarity remains another key challenge in climate and air quality forecast-
ing. Autoformer [18] addresses this issue through trend-seasonal decomposition, which
helps stabilize temporal prediction. Meanwhile, multimodal learning has shown poten-
tial in urban computing by combining numerical observations with contextual infor-
mation [14]. Recent foundation models such as Time-LLM [12] further explore lan-
guage-model reprogramming for time-series forecasting, but they mainly focus on one-
dimensional sequences and are less suitable for dense two-dimensional physical fields.
In contrast, DCS-Mamba combines non-stationary trend decomposition [18] with Text-
Guided AdaGN to bridge semantic and physical representations, enabling efficient
high-resolution forecasting against strong baselines such as SimVP [6] and Time-
LLM [12].

3 Methodology

3.1 Data Preprocessing

As illustrated in Fig. 1, we adopt a preprocessing pipeline to ensure spatial consistency,
physical validity, and temporal continuity. The raw satellite observations are first rea-
ligned to a uniform grid of resolution 192 X 256 using bilinear interpolation. This res-
olution provides a practical balance between local spatial fidelity and GPU memory
cost. Owing to the complex topography of the study region, approximately one third of
the bounding boxes correspond to unmonitored areas, including large water bodies or
sparsely inhabited mountainous regions. These invalid regions are filtered by a binary
spatial mask M € {0,1}*"W. Pixels with M}, = 0 are excluded from both forward
prediction and objective computation, preventing spurious gradients over physically
invalid locations. Missing temporal values are filled by linear interpolation within the
historical observation window, while spatial holes are reconstructed by inverse distance
weighting from neighboring valid pixels. All imputations are performed without using
future ground-truth observations. Semantic prompts are generated by a language model
from historical pollutant statistics and meteorological context within the observed input
window only, ensuring that the forecasting protocol remains causal.
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Figure 1: The DCS-Mamba Framework for Spatiotemporal Forecasting.

Fig. 1. Overall architecture of the proposed DCS-Mamba framework. The pipeline performs
physically valid data curation, decomposes non-stationary inputs into trend and seasonal
streams, models long-range dependencies through selective scans, and injects semantic context
through Text-Guided AdaGN before masked objective optimization.

3.2 DCS-Mamba Architecture

The proposed DCS-Mamba follows a U-shaped encoder-decoder architecture enhanced
by a dual-branch decomposition strategy. To address non-stationarity, long-range de-
pendency modeling, and cross-modal alignment in atmospheric forecasting, the frame-
work contains three coupled components: non-stationary distribution alignment, linear-
complexity spatiotemporal selective scanning, and text-guided adaptive modulation.
The trend branch captures slowly varying background evolution, while the seasonal
branch preserves high-frequency residual dynamics that are forwarded to the Mamba
encoder. Text-guided AdaGN is inserted into the decoder to adjust latent physical fea-
tures according to historical meteorological semantics.

3.3 Disentangled Modeling of Non-Stationary Dynamics

Atmospheric observations often exhibit temporal distribution shifts induced by sea-
sonal variation, diurnal cycles, and changing meteorological regimes. To alleviate this
non-stationarity, we combine Reversible Instance Normalization with trend-seasonal
decomposition. Given a raw input sequence X € REXTXCXHXW " e normalize each
sample along the temporal dimension:

X—u ) 1 2
xnorm = O'—+E’ U= Mean(x: dim = T): g = TZ(-X‘:,L:,:,: - ,Ll) . (1)

Here p, 0 € REXIXCXHXW denote the instance-wise temporal mean and standard devia-
tion, and € is a stabilizing constant.



DCS-Mamba for High-Resolution Remote Sensing 5

After normalization, X, is decomposed into a low-frequency trend component
Xirenda and a high-frequency seasonal component Xq,50, USINg @ moving-average op-
erator with window size K:

. |K
i+[7]
Pad(xnorm)(j) » Xseason = Xnorm — Xirend- (2)
.. |K
et

The trend branch captures slowly varying background evolution, whereas the seasonal
branch preserves higher-frequency residual dynamics. After decoding, the normalized
prediction Yporm is restored to the original physical scale through the inverse RevIN
transform:

{y’\ = 'gnorm O (c+e)+u. 3)

This reversible normalization decouples changing marginal statistics from the underly-
ing forecasting dynamics while preserving physical units in the output.

3.4  Linear-Complexity Spatiotemporal State Space Model

The encoder replaces quadratic self-attention with the Selective State Space Model.
Instead of explicitly modeling pairwise token interactions, the SSM captures long-range
temporal dependencies through latent state evolution. A continuous-time SSM maps a
one-dimensional input u(t) to an output y(t) through a latent state h(t):

h'(t) = Ah(t) + Bu(t), y(t) = Ch(t). 4)

To implement this system on digital hardware, we discretize Eq. (4) using zero-order
hold:

A =exp(AA), B = (AA) '(exp(AA) —1I) - AB. (5)

Standard SSMs are linear time-invariant. We adopt the S6 parameterization, in which
the input-dependent quantities B, C;, and A, are generated dynamically:

B, C,, A, = LinearProj(u,). (6)

Given the seasonal feature map Xea50n, We first apply a spatial embedding and then
flatten spatial positions into independent temporal tokens. Let u; : = Zq,¢[t] denote the
flattened seasonal token at time step t. The resulting discrete recurrence is

hy = Z,tht—1 + Etut: Ye = Cihy. (7

By factorizing spatial and temporal processing, the model performs temporal scans over
flattened spatial positions while preserving linear complexity in sequence length. Ig-
noring constant channel projection terms, the dominant complexity is

OmMamba = O(HW -T). (8
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Table 1. Computational complexity comparison. M denotes the local attention window size in
Swin Transformer.

Architecture Spatial Complexity | Temporal Complexity
Full Self-Attention O(T - (HW)?) O(HW - T?)
Swin Transformer O(T - HW - M%) O(HW - T?)
DCS-Mamba O(T - HW) OHW -T)

3.5 Semantic-Physical Fusion via Adaptive Modulation

To reduce the modality gap between textual priors and latent physical features, we in-
troduce Text-Guided Adaptive Group Normalization. Given a natural-language prompt
P derived from historical atmospheric summaries, a pre-trained DistilBERT encoder
followed by mean pooling obtains a fixed-length semantic embedding:

€text = MeanPool(DistilBERT(P)). (9

This embedding is projected by a multi-layer perceptron to generate modulation param-
eters

7, B € REXC, (10)

where G denotes the number of channel groups. Let Z € REXTXCXHXW be the SSM fea-
ture map and let g(c) denote the group index of channel c. We first compute group-
wise statistics

#g,Ug € RBXTXGXle’ (11)
and then modulate the normalized features as

= Z:,:, T U )
Z:,:,C,:,: = C—g(c O (1 + Y:,g(c)) + B:,g(c)' (12)

, 2
040 +e€

The modulation parameters are broadcast along temporal and spatial dimensions. This
design injects semantic context into latent feature dynamics while preserving the nor-
malization structure used by the visual stream.

3.6  Objective Optimization

As shown in Fig. 1, the model is optimized with a masked hybrid loss over valid land
pixels:

Q={(hw) | My, =1} (13)

Let Sptenw = ‘gb_t_glhlw — Yptenw denote the prediction residual. The masked
squared and absolute losses are defined as
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1 1
2= BTC|Q| Z Z Shecnw, La= BTC|Q| Z Z 8, ccnwl- (14

b,t,c (hw)eQ b,t,c (h,w)eQ
The overall training objective is
L= A]_Lz + 2.2['1 + A3LSSIMI (15)

where Lggpy denotes the Structural Similarity Index loss computed on valid spatial re-
gions, encouraging preservation of local pollutant distribution structures.

4 Experiments

4.1  Multivariate Spatiotemporal Data Analysis

We conduct experiments on a comprehensive real-world atmospheric dataset sourced
from the national meteorological bureau. The data spans 2020-2024, divided into train-
ing data from 2020-2022, validation data from 2023, and test data from 2024. Table 2
summarizes the statistical distribution of six pollutants. O3 and PM; exhibit high vari-
ance and large maxima, making extreme-value forecasting particularly challenging.

Table 2. Statistics of the collected real-world air-quality dataset. CO is reported in milligrams
per cubic meter; the other indicators are reported in micrograms per cubic meter.

Indicator Max 25% Q. Mean Median

PM2s 210.20 12.36 20.93 18.74
PM1o 352.46 23.86 36.38 32.94
SO, 44.71 6.12 7.05 6.79
NO2 228.17 10.08 16.08 13.63
co 6.66 0.54 0.61 0.60
(07} 326.56 65.33 88.21 84.17

A key feature of our setup is the integration of semantic context. As shown in Fig. 2,
air-quality fluctuations are strongly correlated with meteorological events, such as im-
proved air quality during typhoon season and deterioration during winter monsoon pe-
riods. Text-Guided AdaGN is designed to leverage these event-level alignments with-
out using any future target observations.
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Fig. 2. Semantic alignment of meteorological events with pollution trends in 2022. Red indi-
cates deterioration-related events, and blue indicates improvement-related events.

Fig. 3 displays the spatial distribution of the pollutants on a representative day. The
high-resolution grid captures fine-grained hotspots, while masked water or unmoni-
tored areas are excluded to ensure physical consistency. The input horizon is 45 days
and the prediction horizon is 30 days. AdamW is used for optimization with the three
loss weights set to 1.0, 1.0, and 0.5, respectively.

Fig. 3. Spatial distribution of six pollutants on Jan. 1, 2020. Dark blue regions represent un-
monitored areas excluded by the physical mask.

4.2  Quantitative Comparison

We compare DCS-Mamba with eight representative baselines from video prediction,
foundation/time-series modeling, and spatiotemporal Transformer families. Both phys-
ical metrics in real-world units and normalized metrics in z-score space are reported.
As shown in Table~3, DCS-Mamba consistently achieves the best performance on the
2024 test set and two generalization datasets.

On the main test set, DCS-Mamba outperforms the strongest video prediction base-
line, SimVP, reducing physical MSE from 180.33 to 163.56 and normalized MSE from
0.34 to 0.27. This indicates that the combination of Mamba-based long-range modeling
and Text-Guided AdaGN captures spatiotemporal air-quality patterns more effectively
than conventional CNN-based approaches. In contrast, general-purpose models such as
Time-LLM and PatchTST produce much higher errors, suggesting that one-dimen-
sional temporal models are less suitable for dense pixel-wise regional forecasting.

DCS-Mamba also generalizes well across different geographical regimes. On CI-
AQ, it achieves the lowest physical MAPE of 14.43\%, while on MT-AQ, it reduces
normalized MSE to 0.28 compared with 0.32 for SimVP. These results demonstrate its
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robustness under both coastal industrial and mountainous terrain conditions, supporting
its applicability to broader earth-observation scenarios.

Table 3. Quantitative comparison across the main 2024 test set and two diverse geographical
regimes. Values for CI-AQ and MT-AQ represent average metrics across all six pollutant varia-
bles. Best results are bolded and colored in red; second best is colored in blue.

Method Physical Metrics Normalized Metrics

MSE MAE MAPE MSE MAE MAPE

Main 2024 Test Set
Earthformer (NeurlPS 2022) 201.01 7.36 23.42% 0.43 048 26.77%

SimVP (CVPR 2022) 180.33 6.72 19.87% 0.34 0.42  22.98%
SwinLSTM (ICCV 2023) 257.17 7.73 21.80% 0.43 045 25.31%
PatchTST (ICLR 2023) 45234 1140 33.55% 112 0.84 42.89%
ClimaX (ICML 2023) 23432 7.76 23.28% 0.44 047 26.91%
MMVP (ICCV 2023) 313.60 8.96 25.80% 0.61 0.56 30.37%
Time-LLM (ICLR 2024) 355.18 9.98 30.23% 091 0.75 38.14%
PredFormer (TMLR 2026) 21494 7.78 2450% 0.49 050 28.43%
DCS-Mamba (Ours) 163.56 6.29 18.77% 0.27 037 21.57%

CI-AQ Dataset (Coastal Industrial Regimes)
Earthformer (NeurlPS 2022) 486.07 11.86 2891% 0.79 0.58 32.00%

SimVP (CVPR 2022) 386.36 1039 24.62% 0.69 0.55 30.16%
SwinLSTM (ICCV 2023) 459.23 10.59 25.84% 0.62 051 31.74%
PatchTST (ICLR 2023) 538.09 12.89 32.59% 1.09 0.74 40.88%
ClimaX (ICML 2023) 309.87 8.11 18.38% 0.45 0.46 27.61%
MMVP (ICCV 2023) 508.49 1196 28.46% 0.85 0.63 34.05%
Time-LLM (ICLR 2024) 44492 1142 2850% 0.89 0.67 36.95%
PredFormer (TMLR 2026) 385.82 1045 25.23% 0.71 056 31.86%
DCS-Mamba (Ours) 291.74 8.46 14.43% 0.42 0.42 24.90%

MT-AQ Dataset (Mountainous Terrain Regimes)
Earthformer (NeurIPS 2022) 191.19 7.11 21.32% 049 0.49 29.14%

SimVP (CVPR 2022) 139.72  5.87 16.92% 0.32 039 24.22%
SwinLSTM (ICCV 2023) 164.43 6.07 16.90% 039 041 26.16%
PatchTST (ICLR 2023) 208.21 7.86 25.04% 0.81 0.68 38.90%
ClimaX (ICML 2023) 161.19 6.45 18.80% 0.45 0.46 28.13%
MMVP (ICCV 2023) 20236 7.28 20.92% 0.62 0.55 30.75%
Time-LLM (ICLR 2024) 207.51 7.39 21.95% 0.61 0.58 33.55%

PredFormer (TMLR 2026) 149.84 6.38 19.02% 0.49 0.49 28.72%
DCS-Mamba (Ours) 135.80 5.58 10.47% 0.28 0.35 21.73%
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4.3  Qualitative Analysis and Visualization

We visualize SO, predictions on the 2024 test set in Fig. 4. This pollutant is strongly
influenced by irregular industrial activities and is therefore difficult to forecast. DCS-
Mamba captures the high-concentration cluster near the center-left region, while Time-
LLM and PatchTST produce over-smoothed or blocky outputs and SimVP blurs the
plume boundary.

Fig. 5 further displays absolute error maps. Earthformer, PredFormer, MM VP, and
ClimaX contain large high-error patches, and SimVP still leaves localized residual clus-
ters. DCS-Mamba presents the cleanest error map with predominantly low-error re-
gions, visually matching the quantitative results in Table 3.

Ground Truth DCS-Mamba (Ours)

Ground Truth (5S02) o N Ours Prediction

Fig. 4. SO2 forecasting visualization. DCS-Mamba recovers sharper industrial hotspots than
the baseline models.

Table 4. Ablation study on the 2024 test set. Best results are bolded and colored in red; second
best is colored in blue.

Model Variant Physical Metrics Normalized Metrics

MSE MAE MAPE MSE MAE MAPE

Full Model 163.56 6.29 18.77% 0.27 0.37 21.57%

w/o U-Net (Flat) 173.66 6.62 20.71% 0.30 0.39 23.78%
w/o Text Guidance 18430 7.10 23.65% 0.34 043 27.20%
w/o Mamba (Pure)  235.37 7.81 23.71% 0.53 0.52 24.74%
w/o RevIN 480.61 13.64 58.24% 221 133 75.13%

4.4  Ablation Study

To validate each component, we compare the full model with four variants: a flat
Mamba stack, removal of text guidance, replacement of Mamba with 3D convolutions,
and removal of RevIN. Table 4 reports the results.
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Fig. 5. Qualitative comparison of absolute error maps across seven models. Lighter regions in-
dicate lower prediction error; DCS-Mamba shows the cleanest spatial error pattern.

The flat variant without the U-shaped hierarchy incurs a moderate performance drop,
with normalized MSE increasing from 0.27 to 0.30. This suggests that multi-scale ag-
gregation is beneficial for resolving pollution patterns at varying spatial resolutions.
However, its superiority over the pure-CNN replacement highlights the intrinsic robust-
ness of the Mamba operator itself.

Removing Text-Guided AdaGN results in clear degradation, with normalized MAPE
rising to 27.20%. This confirms that meteorological prompts serve as useful external
priors for events such as typhoon dispersion or winter stagnation, which are difficult to
infer from numerical histories alone. The result also validates the design choice of in-
jecting language features through normalization rather than using late fusion.

Replacing the Mamba encoder with standard convolutions causes a large physical
MSE increase from 163.56 to 235.37. This validates that local convolutional receptive
fields are insufficient for 45-day atmospheric dynamics, whereas selective scanning
propagates long-range temporal information efficiently. The most severe degradation
occurs without RevIN, where normalized MSE rises to 2.21 and MAPE reaches
75.13%. This empirically confirms the strong non-stationarity of air-quality observa-
tions and the necessity of reversible distribution alignment before physical-scale recon-
struction.

5 Conclusion and Future Work

We presented DCS-Mamba, a framework for efficient, high-resolution spatiotemporal
pollutant forecasting. By combining Mamba-based selective scanning, trend-seasonal
RevIN alignment, and Text-Guided AdaGN, the model captures long-term pollutant
dynamics while incorporating meteorological semantics. Extensive experiments on
large-scale real-world datasets show that DCS-Mamba outperforms competitive video-
prediction, Transformer, and foundation-model baselines, while preserving fine-
grained spatial details. The results also show stable generalization across coastal indus-
trial and mountainous terrain regimes, indicating that the framework is not tied to a
single local topography. Future work will integrate real-time meteorological streams,
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scale the framework to broader geographical regions, and add uncertainty quantifica-
tion for extreme pollution events.
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