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Abstract. Vision-Language Models (VLMs) show promise for automated medical 

report generation, but conventional joint training often couples fine-grained visual 

grounding and holistic report generation within a single trainable parameter 

space. This causes optimization conflicts, where models over-rely on dominant 

global priors and produce generic reports with degraded anatomical grounding. 

To address this, we propose Local-to-Global Decoupled Learning (LGDL), a 

staged framework that preserves local anatomical knowledge during global adap-

tation. LGDL comprises three components: Local Expert Initialization for organ-

level grounding, Decoupled Sequential LoRA Adaptation for separate optimiza-

tion stages, and Local Knowledge Retention for lightweight replay. Evaluated on 

two grounded benchmarks: FOCUS (fetal ultrasound) and PadChest-GR (chest 

X-rays), LGDL improves Global and Local F1-scores by +0.1237 and +0.0167 

on FOCUS, and +0.0267 and +0.0249 on PadChest-GR.  These results demon-

strate that explicit decoupling effectively mitigates supervision conflicts, yield-

ing more accurate and anatomically grounded reports. 

Keywords: Vision-Language Models · Medical Report Generation · Decoupled 

Learning · Parameter-Efficient Fine-Tuning. 

1 Introduction 

Vision-language models (VLMs) are emerging as powerful tools for automated medical 

report generation, yet extending this capability to fine-grained, multi-structure medical 

imaging remains challenging [1,2,3,4,5,6]. Existing methods often rely on joint train-

ing, in which fine-grained local descriptions and holistic global reports are optimized 

simultaneously within a single trainable parameter space [4,5,7,8]. Although this strat-



2    W. Huang et al. 

 

egy is simple and widely adopted, it may introduce interference with optimization be-

tween local anatomical grounding and global report generation. In particular, models 

can over-rely on dominant global priors and produce generic reports that appear plau-

sible but are weakly grounded in specific visual evidence. 

This issue is especially pronounced in screening-oriented medical settings such as 

fetal ultrasound, where normal cases dominate the data distribution [9,10,11]. In such 

scenarios, end-to-end models may learn frequent normal-case patterns rather than per-

form evidence-based reasoning across individual anatomical structures. Local annota-

tions are therefore important because they provide explicit supervision for organ-level 

visual-semantic alignment, helping the model preserve fine-grained anatomical evi-

dence before producing a holistic diagnostic summary. 

Medical Vision-Language Models. Automatic medical report generation has been 

widely studied as a vision-to-language task that translates medical images into clini-

cally meaningful reports. Recent VLMs and LLM-based frameworks have improved 

linguistic fluency, instruction following, and cross-modal generalization, including 

LLaVA-Med [1], R2GenGPT [4], and XrayGPT [5]. Related evaluations and surveys 

also reflect the rapid progress of this direction [7,8,12]. However, most existing frame-

works are still optimized primarily with image-level or report-level supervision, provid-

ing limited explicit constraints on whether fine-grained anatomical evidence is faith-

fully captured prior to global summarization. 

Global-Local Grounding. To improve interpretability and visual grounding, recent 

studies have explored localized or anatomy-aware supervision in medical vision-lan-

guage learning. GLoRIA [13] learns global-local representations from radiology re-

ports, while MedKLIP [14] introduces knowledge-enhanced alignment between chest 

X-ray images and pathology-aware concepts. MedCLIP [15] and BiomedCLIP [16] 

further show the value of large-scale contrastive pretraining in biomedical domains. 

Nevertheless, local signals are often treated as auxiliary supervision and optimized 

jointly with global objectives in a shared parameter space, which may cause competi-

tion between fine-grained anatomical discrimination and high-level clinical abstraction. 

Unlike conventional region-supervised methods, our setting uses dense organ-level 

free-text descriptions, requiring the model to preserve local linguistic grounding while 

learning to generate global reports. 

Parameter-Efficient and Staged Adaptation. Parameter-efficient fine-tuning (PEFT) 

has become a practical strategy for adapting large VLMs under limited resources. 

LoRA [17] is particularly attractive due to its strong performance and low adaptation 

overhead, and has been widely used in medical multimodal modeling [1,2,5]. QLoRA 

[18] and DoRA [19] further improve adaptation efficiency. Beyond efficiency, PEFT 

modules provide a natural mechanism for separating heterogeneous objectives. This 

motivates us to use LoRA not only as a lightweight tuning tool but also as a structural 
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decoupling mechanism to isolate local grounding from global report generation. In-

spired by continual learning [20,21], we further introduce lightweight replay to reduce 

forgetting during the transition from local to global supervision. 

To address the above limitations, we propose Local-to-Global Decoupled Learning 

(LGDL), a staged training framework for grounded medical report generation. LGDL 

consists of three components. First, Local Expert Initialization trains a local LoRA 

adapter exclusively on organ-level descriptions, establishing fine-grained visual-se-

mantic grounding. The learned local knowledge is then merged into the backbone be-

fore global adaptation. Second, Decoupled Sequential LoRA Adaptation (DSLA) ini-

tializes a new global LoRA adapter and optimizes it solely for report-level generation, 

thereby separating global reasoning from local grounding at the parameter level. Third, 

Local Knowledge Retention (LKR) incorporates a small portion of local samples during 

global adaptation to preserve anatomical grounding and stabilize the transition from 

local to global learning. We evaluate LGDL on two datasets: FOCUS, a fetal ultrasound 

dataset with organ-level descriptions and global diagnostic summaries, and PadChest-

GR, a grounded chest X-ray dataset. On FOCUS, LGDL improves the Global F1-score 

from 0.6198 to 0.7435 and the Local F1-score from 0.4574 to 0.4741 over conventional 

joint training. On PadChest-GR, it also achieves consistent gains in both global and 

local metrics, demonstrating that the proposed local-to-global decoupling strategy gen-

eralizes beyond a single imaging modality. The contributions are: 

– A local-to-global decoupled training framework for grounded medical re-

port generation. We propose LGDL, which explicitly separates local anatomical 

grounding from global report generation to mitigate interference from optimization un-

der multi-granularity supervision. 

– A parameter-decoupled adaptation strategy with replay-based retention. We 

show that parameter-efficient fine-tuning can serve not only as an efficient tool but also 

as a structural decoupling mechanism. The proposed DSLA isolates global adaptation 

from previously learned local knowledge, while LKR helps preserve anatomical 

grounding during global adaptation. 

– Cross-dataset validation under different supervision structures. We evaluate 

LGDL on FOCUS and PadChest-GR, which differ in imaging modality, annotation 

granularity, and reporting style. The consistent improvements demonstrate that the pro-

posed local-to-global decoupling strategy is applicable to different grounded medical 

report generation settings. 

2 Method 

We propose Local-to-Global Decoupled Learning (LGDL), a staged training frame-

work for anatomically grounded medical report generation under multi-granularity su-

pervision. As illustrated in Fig. 1, LGDL first learns anatomy-aware local grounding 

from fine-grained descriptions, then performs global report adaptation in a decoupled 

LoRA subspace, and finally uses lightweight replay to retain local knowledge. Accord-

ingly, LGDL code coupling comprises three components: Local Expert Initialization 

for visual-semantic grounding, Decoupled Sequential LoRA Adaptation (DSLA) for 
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separating local and global optimization, and Local Knowledge Retention (LKR) for 

preserving anatomical grounding during global adaptation. 

 

Fig. 1. The proposed LGDL framework first learns organ-level visual-semantic grounding 

through Local Expert Initialization, then performs global report adaptation with a re-initialized 

LoRA adapter while retaining local knowledge through lightweight replay. 

2.1 Problem Formulation 

Given an input medical image 𝑥𝑖 ∈ 𝒳, we consider two levels of supervision. Local 

supervision is denoted by 𝒯𝑖
loc = {𝑡𝑖,1

loc, … , 𝑡𝑖,𝐾𝑖

loc }, where each 𝑡𝑖,𝑘
loc describes a specific 

anatomical structure or localized finding. The global supervision is a holistic report 

𝑡𝑖
glob

 describing the overall clinical interpretation. Accordingly, the local and global 

datasets are defined as: 

𝐷𝑙𝑜𝑐 = {(𝑥𝑖 , 𝑇𝑖
𝑙𝑜𝑐)}𝑖=1

𝑁 ,  𝐷𝑔𝑙𝑜𝑏 = {(𝑥𝑖 , 𝑡𝑖
𝑔𝑙𝑜𝑏

)}𝑖=1
𝑁 . (1) 

A conventional joint-training paradigm optimizes both objectives simultaneously: 

θ∗ = arg min
θ

(𝐿𝑙𝑜𝑐(θ) + λ𝐿𝑔𝑙𝑜𝑏(θ)) , (2) 

where 𝜆 balances the local and global losses. However, local supervision encourages 

fine-grained anatomical discrimination, whereas global supervision emphasizes report-

level semantic abstraction. Optimizing both in a shared parameter space may therefore 

introduce competing gradient signals, motivating the decoupled design of LGDL. 
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2.2 Overall Framework 

Let 𝑓Θ  denote a pretrained medical VLM with frozen backbone parameters Θ. We 

adopt LoRA for parameter-efficient adaptation. For a projection matrix 𝑊 ∈ 𝑅𝑑×𝑘 , 

LoRA updates it as: 

𝑊′ = 𝑊 + Δ𝑊,  Δ𝑊 = 𝐵𝐴, (3) 

where 𝐴 ∈ 𝑅𝑟×𝑘 and 𝐵 ∈ 𝑅𝑑×𝑟 are low-rank trainable matrices. 

LGDL introduces two sequential adapters: a local adapter ϕloc for anatomical ground-

ing and a global adapter ϕglob for report generation. The overall training pipeline is 

formulated as: 

𝑓Θ → 𝑓Θ+𝜙𝑙𝑜𝑐
→ 𝑓Θ̃ → 𝑓Θ̃+𝜙𝑔𝑙𝑜𝑏

. (4) 

2.3 Stage I: Local Expert Initialization 

Stage I aims to establish fine-grained visual-semantic grounding before global report 

adaptation. For each image 𝑥𝑖 , the anatomy-specific local descriptions are flattened 

into a unified local supervision pool: 

𝑃𝑙𝑜𝑐 = {(𝑥𝑖 , 𝑡𝑖,𝑗
𝑙𝑜𝑐) ∣ 𝑖 = 1 … 𝑁,  j = 1 … 𝐾𝑖}. (5) 

With the pretrained backbone Θ frozen, only the local adapter ϕloc is optimized us-

ing the autoregressive local generation loss: 

𝐿𝑙𝑜𝑐 = − ∑ ∑ log 𝑝 ( 𝑡𝑖,𝑗,𝑚
𝑙𝑜𝑐

∣∣ 𝑥𝑖 , 𝑡𝑖,𝑗,<𝑚
𝑙𝑜𝑐 ; Θ, ϕ𝑙𝑜𝑐 )

|𝑡𝑖,𝑗
𝑙𝑜𝑐|

𝑚=1

.

(𝑥𝑖,𝑡𝑖,𝑗
𝑙𝑜𝑐)∈𝑃𝑙𝑜𝑐

(6) 

After convergence, the learned local adapter is merged into the backbone: 

Θ̃ = Θ ⊕ ϕ𝑙𝑜𝑐
∗ . (7) 

This produces an anatomy-aware backbone Θ̃, which serves as the foundation for 

subsequent global report learning. 

2.4 Stage II: Decoupled Sequential LoRA Adaptation 

Stage II performs global report adaptation on a newly initialized LoRA subspace. Un-

like joint training, where local and global objectives are optimized simultaneously 

within the same trainable parameters, LGDL first consolidates local anatomical 

knowledge into Θ̃ and then updates only the global adapter ϕglob.  

This design reduces direct competition between fine-grained grounding and high-

level report abstraction. Formally, the global report generation objective is: 
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𝐿𝑔𝑙𝑜𝑏 = − ∑ ∑ log 𝑝 ( 𝑡𝑖,𝑚
𝑔𝑙𝑜𝑏

∣∣ 𝑥𝑖 , 𝑡𝑖,<𝑚
𝑔𝑙𝑜𝑏

; Θ̃, ϕ𝑔𝑙𝑜𝑏 )

|𝑡𝑖
𝑔𝑙𝑜𝑏

|

𝑚=1(𝑥𝑖,𝑡
𝑖
𝑔𝑙𝑜𝑏

)∈𝐷𝑔𝑙𝑜𝑏

.  (8) 

Here, Θ̃ remains frozen during Stage II, and only ϕglob is updated. Therefore, the 

global adapter can focus on report-level abstraction without directly overwriting the 

local representations acquired in Stage I. 

2.5 Local Knowledge Retention 

Although Θ̃ encodes local anatomical knowledge, global adaptation may still bias the 

model toward dominant report-level patterns. We therefore introduce Local Knowledge 

Retention (LKR), a lightweight replay mechanism for Stage II. 

Specifically, each Stage-II update uses a global mini-batch 𝐵𝑔𝑙𝑜𝑏 ∼ 𝐷𝑔𝑙𝑜𝑏  and a 

small local replay mini-batch 𝐵𝑙𝑜𝑐 ∼ 𝑃𝑙𝑜𝑐 . The optimization objective is: 

𝐿𝑠𝑡𝑎𝑔𝑒2 = (1 − ρ)𝐿𝑔𝑙𝑜𝑏 + ρ 𝐸(𝑥,𝑡)∼𝐵𝑙𝑜𝑐
[l𝑁𝐿𝐿( 𝑡 ∣∣ 𝑥; Θ̃, ϕ𝑔𝑙𝑜𝑏 )], (9) 

where lNLL( 𝑡 ∣ 𝑥;⋅ ) = − ∑ log 𝑝 ( 𝑡𝑚 ∣∣ 𝑥, 𝑡<𝑚;⋅ )|𝑡|
𝑚=1  denotes the autoregressive nega-

tive log-likelihood on replayed local descriptions. This expectation-based form empha-

sizes that LKR serves as a sampled retention regularizer rather than a second full local-

training stage. 

We adopt a 3:1 global-to-local sampling ratio and set ρ = 0.25, which balances 

global report quality and local anatomical grounding; this choice is examined in Sec. 

3.4. The final global adapter is obtained by: 

ϕ𝑔𝑙𝑜𝑏
∗ = arg min

ϕ𝑔𝑙𝑜𝑏

𝐿𝑠𝑡𝑎𝑔𝑒2 (Θ̃, ϕ𝑔𝑙𝑜𝑏). (10) 

2.6 Inference 

At test time, LGDL directly generates the global report through a single end-to-end 

autoregressive decoding process: 

𝑡𝑔𝑙𝑜𝑏̂ = arg max
𝑡

𝑝 ( 𝑡 ∣∣ 𝑥; Θ̃, ϕ𝑔𝑙𝑜𝑏
∗ ). (11) 

As shown in Fig. 1, inference requires only the merged backbone Θ̃ and the learned 

global adapter ϕglob
∗ . After Stage I, the local adapter is merged into the backbone, so 

inference uses only the final model without an auxiliary branch, extra forward pass, or 

multi-stage decoding. LGDL therefore adds no inference overhead over joint training; 

its extra cost is limited to training, where only lightweight LoRA adapters are updated. 
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3 Experiments and Results 

3.1 Experimental Setup 

We evaluate LGDL on two datasets: FOCUS for fetal cardiac ultrasound and PadChest-

GR for chest X-ray reporting. FOCUS [22] contains 300 four-chamber view (4CHV) 

fetal ultrasound images from 217 pregnant participants. To support local-to-global re-

port generation, two fetal sonographers annotated the data at two levels of detail: local 

and global. At both levels, annotations included bounding boxes and organ-specific 

textual descriptions. Locally, these annotations were provided for 16 anatomical struc-

tures, and the heart as a whole. The annotations provide dense anatomical supervision, 

while the global descriptions serve as holistic report-generation targets. The annotations 

were conducted and managed on Label Studio [23]. PadChest-GR [24] consists of chest 

X-ray images with region-level findings as local supervision and impression-level sum-

maries as global targets, enabling evaluation of whether local-to-global decoupling re-

mains effective beyond dense fetal ultrasound annotation. 

Evaluation Metrics. We report SBERT, F1-score, and ROUGE-L for both global re-

ports and local grounded descriptions. Global F1 is treated as a report-level overlap 

indicator, while Local F1 reflects anatomical grounding. 

Implementation Details. Both datasets are split into training, validation, and test sets 

using an 8:1:1 ratio. For FOCUS, splitting is conducted at the participant level to avoid 

data leakage across images from the same subject. All reported results are evaluated on 

the held-out test sets. 

All experiments are implemented using VILA-M3-8B and trained on four NVIDIA 

A800 GPUs for 15 epochs. We use a per-device batch size of 4, learning rate 2 × 10−4, 

LoRA rank 64, LoRA alpha 128, maximum sequence length 2048, and generation de-

coding length 256. The joint-training baseline and LGDL share the same backbone, 

splits, preprocessing, decoding strategy, and LoRA settings, so the comparison isolates 

the proposed decoupling strategy. For LGDL, the local replay ratio is set to ρ = 0.25 

unless otherwise specified. 

3.2 Main Quantitative Results 

Table 1 reports the quantitative results on FOCUS and PadChest-GR. On FOCUS, 

LGDL improves Global F1 from 0.6198 to 0.7435 and Local F1 from 0.4574 to 

0.4741. Since both methods use the same backbone and tuning settings, the gains are 

mainly attributable to the proposed local-to-global decoupling. 

The Stage I local expert achieves the highest local scores on FOCUS, with Local F1 

of 0.5091 and ROUGE-L of 0.4607. This is expected because Stage I is optimized 

exclusively for local anatomical descriptions. After global adaptation, the final LGDL 
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model slightly reduces local-only performance but substantially improves global re-

port-level performance, showing that the proposed staged framework maintains a fa-

vorable balance between local grounding and holistic summarization. 

Table 1. Quantitative results across datasets. Bold indicates the best result in each category. 

Dataset Strategy Category SBERT ↑ F1 ↑ ROUGE-L ↑ 

FOCUS 

Baseline (Joint Train) 
Global 0.8412 0.6198 0.5528 

Local 0.7978 0.4574 0.4122 

Local Expert Local 0.8246 0.5091 0.4607 

LGDL (Ours) 
Global 0.8981 0.7435 0.7066 

Local 0.8136 0.4741 0.4187 

PadChest-

GR 

Baseline (Joint Train) 
Global 0.3030 0.2151 0.1930 

Local 0.5911 0.3966 0.3847 

LGDL (Ours) 
Global 0.3663 0.2418 0.2154 

Local 0.6024 0.4215 0.4109 

On PadChest-GR, LGDL consistently improves over joint training across all re-

ported metrics, increasing Global F1 from 0.2151  to 0.2418  and Local F1 from 

0.3966 to 0.4215. Although the gain is smaller than on FOCUS, this result is still 

meaningful because PadChest-GR provides shorter region-level phrases rather than 

dense organ-specific descriptions. The consistent improvement suggests that explicit 

parameter decoupling is beneficial beyond the dense-captioning setting, indicating 

cross-modality robustness from fetal ultrasound to chest X-ray reporting. 

3.3 Ablation on Framework Components 

We conduct component ablations on FOCUS to examine the effects of Local Expert 

Initialization (LEI), Decoupled Sequential LoRA Adaptation (DSLA), and Local 

Knowledge Retention (LKR). The results are reported in Table 2. 

Variant (B) performs LEI and then continues global training on the same LoRA 

adapter without DSLA. Although Global F1 increases from 0.6198 to 0.6568, Local 

F1 drops from 0.4574 to 0.4346, showing that sequential training alone cannot pre-

vent global updates from overwriting fine-grained anatomical knowledge. 

Table 2. Ablation study of LGDL components on FOCUS. The highest Global F1 is under-

lined, and the highest Local F1 is bolded. 

Strategy LEI DSLA LKR Global F1 ↑ Local F1 ↑ 

(A) Joint Training    0.6198 0.4574 

(B) w/o DSLA ✓   0.6568 0.4346 

(C) w/o LKR ✓ ✓  0.7624 0.4466 

(D) Full LGDL ✓ ✓ ✓ 0.7435 0.4741 

Variant (C) uses LEI and DSLA but removes LKR by setting ρ=0. It achieves the 

highest Global F1 of 0.7624, yet Local F1 decreases to 0.4466, below the joint-training 



 Grounding Before Reporting 9 

 

 

baseline. This suggests that strong report-level overlap may still rely on dominant report 

patterns rather than grounded local evidence. 

The full LGDL model restores local supervision through LKR during Stage II. It 

achieves the best Local F1 of 0.4741 while still maintaining a large Global F1 im-

provement over the baseline (0.7435 vs. 0.6198). We therefore select the full model 

for its stronger grounding-reporting balance rather than the highest global score alone. 

3.4 Ablation on Local Knowledge Retention Ratio 

We further study the effect of the local replay ratio ρ ∈ [0,0.5] on FOCUS, as shown 

in Fig. 2. When ρ = 0, the model performs pure global adaptation and obtains high 

Global F1, but Local F1 becomes the weakest among the variants. As ρ increases, local 

grounding is gradually recovered, while overly large replay ratios introduce stronger 

competition with the global report-generation objective. 

 

Fig. 2. Effect of the replay ratio ρ on FOCUS. A moderate replay ratio provides the best local–

global balance, while larger values tend to favor local retention over global report generation. 

Dashed lines indicate joint-training baselines. 

The trend shows moderate sensitivity to ρ: too little replay weakens local retention, 

while too much replay biases Stage II toward local supervision. We set ρ = 0.25 as 

the default because it gives the best observed local-global balance, with Global F1 = 

0.7435 and Local F1 = 0.4741. 

These results clarify the role of LKR in balancing report generation and anatomical 

grounding. Although ρ=0.25 does not yield the highest Global F1, it achieves the 

strongest Local F1 while maintaining a clear global improvement over joint training. 

This supports our design choice that grounded report generation should not be judged 

by global text similarity alone. 

3.5 Qualitative Visualization 

Fig. 3 shows an attention-based visual attribution example for the right atrium in a 

4CHV from the FOCUS dataset. The maps are obtained from cross-attention weights 
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in the final decoding layer and upsampled to the original image resolution. Compared 

with joint training, LGDL focuses more precisely on clinically relevant structures, in-

cluding the right atrium wall, right ventricular wall, and moderator band. As the mod-

erator band is an important cue for identifying the morphological right ventricle, its 

highlighted response also supports more reliable right atrial grounding. In contrast, the 

baseline attribution is more diffuse and less specifically tied to the target anatomy. 

 

Fig. 3. Qualitative comparison of right-atrium report generation from a 4CHV from the FOCUS 

dataset. A–C images show the ground truth, joint-training baseline, and LGDL prediction, re-

spectively. LGDL better preserves local anatomical evidence for fine-grained report generation. 

4 Discussion and Conclusion 

4.1 Discussion 

The results show that combining local and global supervision improves both anatomical 

grounding and report generation. Stage I learns fine-grained anatomical representa-

tions, and the final LGDL model preserves this information more effectively than joint 

training while improving global report generation. 

These findings indicate that joint optimization can entangle anatomical discrimina-

tion with report abstraction. LGDL mitigates this by consolidating local knowledge be-

fore global adaptation, while LKR reduces reliance on dominant report patterns through 

lightweight local replay. 

4.2 Limitations and Future Work 

This study has three main limitations. First, FOCUS is densely annotated but small, so 

future work should evaluate larger multi-center cohorts. Second, the current framework 

uses static 2D images, whereas fetal echocardiography is dynamic; extending LGDL to 
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ultrasound videos is a natural direction. Third, ρ is fixed, and adaptive retention based 

on forgetting behavior may further improve the local-global balance. 

4.3 Conclusion 

We proposed LGDL for anatomically grounded medical report generation. By separat-

ing local grounding from global report adaptation via sequential LoRA, LGDL reduces 

interference between fine-grained perception and holistic summarization during opti-

mization. Experiments on FOCUS and PadChest-GR show consistent improvements 

over joint training, demonstrating the value of explicitly separating grounding and re-

porting in medical VLMs. 
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